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Abstract

The declared goal of many investigations of deep learning algorithms is to ex-
ploit unsupervised learning algorithms to discover useful representations of the
data. But how useful are the representations discovered by the current learning
algorithms? This is often measured by exploiting these representations for a clas-
sification task. Two of the main approaches that have been explored are (1) to
directly feed these representations as input to classifiers trained on mapping them
to classes of interest, and (2), to initialize a deep supervised neural network with
the parameters found in the unsupervised pre-training stage, and perform super-
vised fine-tuning to improve not only the added classification layers but also the
pre-trained layers. The objective of this study is compare strategies (1) and (2).
We find that on the datasets studied, supervised fine-tuning of the representations
that were learned unsupervisedly, i.e., (2), can yield substantially better classifica-
tion performance than training separately the unsupervised and supervised com-
ponents, i.e., (1). Furthermore, we observe that this effect can be much stronger
when lots of labeled data are available.

1 Introduction

Deep learning methods aim at learning feature hierarchies with features from higher levels of the
hierarchy formed by the composition of lower level features. These methods discover multiple
levels of representation, with each level’s representation being defined in terms of the levels below
and/or above. See [1] for a recent review. Whereas early efforts at training deep architectures were
unsuccessful [2], a major breakthrough in deep learning methods came about with the use of layer-
wise unsupervised learning [3, 4, 5], as a way to initialize a deep supervised neural network.

Deep learning usually occurs in two phases: first, unsupervised, layer-wise training, and second,
supervised training of a classifier that exploits what has been done in the first phase. Lots of un-
supervised learning algorithms are being explored for the first phase, including various methods to
train Restricted Boltzmann Machines (RBMs) [6, 3, 7, 8, 9] or Deep Boltzmann Machines [10, 11],
different flavours of auto-encoders [4, 12, 13], and other sparse encoder-decoder systems [5, 14].
Here we experiment with RBMs and Denoising Auto-Encoders [12].

Clearly, the objective stated in the deep learning literature is to discover powerful representation-
learning algorithms, mostly thanks to unsupervised learning procedures. Ideally, such representa-
tions should somehow capture the salient factors of variation that explain the data, and this can be
tested by attempting to use these learned representations to predict some of these, e.g., in a clas-
sification problem. Two ways of transforming the unsupervised models into classifiers have been
used: either use the pre-trained model as a feature extractor, and use the concatenation of all hidden
representations as inputs to a classifier (classically, an SVM) [11, 15], or use pre-trained weights to
initialize a deep feed-forward multi-layer neural network, that will then be fine-tuned by gradient
descent on a supervised training criterion [3, 4, 5].
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Other types of deep learning have been explored, that combine supervised and unsupervised updates
at the same time, for instance [16]. Instead, we focus here on algorithms with the above two-
phase distinction, and we wish to compare the flavors that perform supervised fine-tuning of the
representations with those that do not.

We investigate whether current unsupervised pre-training algorithms allow extracting meaningful
and useful features by themselves, that can then be used by a separate, supervised classifier, or
whether these features can be substantially improved by supervised fine-tuning. We would prefer
unsupervised learning procedures that can really discover the salient factors of variation, without the
need for labeled data to fine-tune the representations initially learned by unsupervised pre-training.
However, we find on the datasets studied that when the number of labeled examples is small, the
effect of supervised fine-tuning is rather small, but that supervised fine-tuning can bring major im-
provements when the number of labeled examples is large. This suggests that in those cases, the
unsupervised learning procedures that we tested had not been able to do a good job at discovering
and disentangling the underlying classes. We are especially interested in the online setting, where a
stream of labeled training examples is available, where this effect is most important, as one might
suspect by comparing the results obtained in [17] (0.35% on MNIST, purely supervised deep net-
works) with other methods using similar data [5] (0.39%, using unsupervised pre-training).

2 Models and data sets

2.1 Models

The models we used for classification are feed-forward multi-layer neural networks, formed by
two parts. The first part is a trained feature extraction section, consisting in successive layers of
units, processing the data set inputs; each layer can be unsupervisedly pre-trained, as a Denoising
Auto-Encoder (DAE) or a restricted Boltzmann machine (RBM), for instance. The second part is a
classifier, taking features from the feature extraction part as inputs, and trained a purely supervised
way.

To answer the question of interest to this paper, we consider the following architectural variants:

• The classifier part can take as input either (1) only the last layer from the feature extraction
part, or (2) the concatenation of all the feature extraction layers’ output.

• The classifier could be either a logistic regression, or a neural network with one hidden
layer.

• The gradient of the classifier’s cost is either back-propagated through the feature extraction
layers, or not. This is what we call supervised fine-tuning.

When the classifier is connected only to the last hidden layer of the feature extractor, the architecture
is that of a regular feedforward multi-layer network. When no pre-training is performed, it is in fact
the standard way of training such networks, with supervised fine-tuning; when layer-wise training is
used, that amounts to greedy layer-wise pre-training [4].

When the classifier is connected to all hidden layers, the architecture is like a multi-layer neural
network with skip connections, i.e., additional direct connection from the hidden layers to the input
of the final classifier.

The following hyperparameters were optimized on a validation set: unsupervised learning rate, su-
pervised learning rate, and, when applicable, number of layers of the supervised classifier, size of
these layers, and L1 penalty on the logistic regression weights.

In some experiments, the size of the hidden layers were optimized on the validation set, while in
others they were fixed (details below).

All the DAEs shared the forward weights and the reconstruction weights. They used salt-and-pepper
noise, with a noise probability of 25% on each pixel (each pixel had a 12.5% probability to turn
white, and a 12.5% probability to turn white).
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2.2 Data sets

The first data set we used is the well-known MNIST digit classification data set [18], with 60k
training examples and 10k test examples. We divided the training set into 50k samples used for
training and 10k used as a validation set.

To investigate the online setting, where there is an infinite stream of labeled data, we use the Shape-
set data set (also referred as Shapeset-3×2) [19, 20, 21, 22]. This data set contains 32×32 grey-level
images, representing one or two shapes among triangle, ellipse and parallelogram on a monochrome
background. The luminosity of the background and the shapes, as well as the shapes’s orientation,
size and elongation vary across samples. The classification task is to recognize which objects are
present (single triangle, triangle and ellipse, etc.). 50k examples were used as a validation set, and
all the testing was done on another fixed set of 50k examples. Unlimited amount of labeled training
data were available, but in practice we used at most 25M samples, and each training example was
seen only once.

Figure 1: Example images from the Shapeset dataset. The learner must identify which object shapes
are present, and how many there are of each kind.

A condition where large amounts of unlabeled data is available, but labeled samples are rarer, was
achieved with the reduced Shapeset data sets, that consists in all the examples of Shapeset, but with
labels only for the first examples. We used Shapeset10k, where the first 10k examples only are
labeled, Shapeset3k, and Shapeset1k. The test set is the same as for Shapeset, with 50k labeled
testing samples.

3 Results

We report on two series of experiments that were performed towards answering the questions of
interest to this paper.

3.1 Exploration of different models and data sets

In this experiment, we compared the performance of the two approaches on two data sets (MNIST
and Shapeset), using two different pre-training methods (RBM and DAE).

The unsupervised feature extraction layers were all of size 1000 (roughly the input size), we used
5 such layers on Shapeset, and 3 on MNIST (which had been shown to give best results on these
datasets in previous work [13, 21, 22]).

In the experiments with supervised fine-tuning (backpropagation of supervised error into the feature
extraction layers), the supervised classifier used was a simple logistic regression, connected only to
the last feature-extraction layer. In the cases without supervised fine-tuning, the supervised classifier
was connected to all the feature-extraction layers, and was either a logistic regression, or a neural
network with one hidden layer. The presence or absence of the hidden layer, as well as its size, were
optimized on the validation set.

The other hyperparameters were also optimized on the validation set, namely the number of ex-
amples seen during the pretraining phase, the supervised and unsupervised learning rates, and the
duration of the supervised learning phase.

With the exception of the number of supervised updates (determined by early stopping), the hyper-
parameters tested lied on a fixed grid, of resolution approximately uniform in log space (for instance,
{0.0001, 0.0003, 0.001, 0.003, 0.01}), and all the values of the Cartesian product were tested. On
Shapeset, a maximum of 25M examples were seen during the supervised phase.
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Table 1: Classification percent error on the test set, for the experiments described in section 3.1.

Model variant Shapeset MNIST
Unsup. pretraining Sup. fine-tune Classifier input DAE RBM DAE RBM

Yes No All 44 59 1.54 1.71
Yes Yes Last 12 37 1.29 1.34
No Yes Last 15 83 1.64 2.41

Although these figures vary across the experiments, the number of examples seen during the un-
supervised phase was typically between 1.5M and 10M; the unsupervised learning rate, between
0.0001 and 0.003; and the supervised learning rate, between 0.003 and 0.1. The size of the hidden
layer in the classifier (when applicable) varied between 200 and 1000. The L1 penalty on the logistic
regression weights was either 0, or between 10−7 and 10−5.

Table 1 reports results (test classification error, in percentage) on these two classes of learners, along
with results obtained on the same deep neural network without any pre-training, for comparison.

Note that the poor performance of the stacked RBM network without pretraining, with respect to the
stacked DAE, is due to the sigmoid non-linearity, as studied previously [22]. The fact that the effect
is stronger on Shapeset than MNIST could be due to the greater depth of the Shapeset networks
(which makes it worse when using sigmoids rather than tanh [22]), but this hypothesis remains to be
tested (e.g. by training RBMs with +1/-1 hidden units).

We observe that the results obtained with supervised fine-tuning after pre-training were consistently
better than the ones obtained without fine-tuning, despite the latter model’s advantages (non-linear
classifier, use of all the hidden representations). This effect was more impressive on Shapeset than
on MNIST, maybe because Shapeset has more labeled examples. We test this hypothesis in the next
series of experiments.

What is more surprising is that, in several cases, the models without fine-tuning performed worse
than deep supervised neural networks without pre-training. This suggests that unsupervised pre-
training did not do such a great job of discovering a good representation, although it discovered one
that was a good initialization for supervised fine-tuning, especially when the number of available
labeled samples is large.

3.2 Large Labeled Set

In this experiment, we explored the hyperparameter space further, concentrating on models pre-
trained with Denoising Auto-Encoders on Shapeset. We experimented all the different combinations
of variants described in Section 2.1 (supervised fine-tuning, classifier type, and connectivity), as well
as larger hidden-layer sizes.

The hidden layer sizes were augmenting as the depth increased, by a constant expansion factor. For
instance, if this factor is 1.5, the first hidden layer will be 50% bigger than the input, the second
hidden layer would be 2.25 times as large as the input, and so on. This contrasts with section 3.1,
where all hidden layers were of size 1000.

To avoid the huge number of experiments associated with a grid search in the domain of hyperparam-
eters, a random sampling approach was used, inspired from high-throughput screening [23, 24]. For
each hyperparameter, we defined a probability distribution, from which the hyperparameters to train
were sampled. These priors were defined to be uniform between some bounds, in the log-domain.

For instance, the unsupervised learning rate was sampled from 2U(−13,−7), corresponding to a pos-
sible interval of (1.22 · 10−4, 7.8 · 10−3). In the same fashion, the number of unlabeled samples
was log-uniformly distributed between 2M and 32M; the supervised learning rate was drawn in
(1.22 · 10−4, 4); the expansion factor introduced above was such that the last layer has a size be-
tween 1 and 16 times the size of the input.

When the final classifier was linear, we applied an L1 penalty on the logistic regression weights,
on 80% of the models. When the L1 penalty was applied, its coefficient was drawn from (9.1 ·
10−13, 1.53 ·10−5). When the final classifier was non-linear, it was a one-hidden-layer MLP, of size
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Table 2: Classification error (percentage) on Shapeset in different settings

Sup. fine-t. Classifier Classifier input Train. Valid. Test
No Linear Last 69.1 68.1 68.5
No Linear All 67.6 65.4 65.1
No Non-linear Last 61.7 60.8 60.6
No Non-linear All 43.8 43.3 43.2
Yes Linear Last 11.9 11.4 11.3
Yes Linear All 14.2 13.6 13.3
Yes Non-linear Last 11.3 10.7 10.5
Yes Non-linear All 12.8 12.5 12.4

between 64 and 1024 units. The number of examples seen in the supervised phase was limited to
25M.

In order to limit the computation resources used, we pre-trained 50 models, in a purely unsupervised
way, and then used their weights to initialize different supervised models. Each pre-trained model
was used to initialize four supervised models, in such a way that the same pre-trained model was
not used to initialize two models too similar, that is, models differing by the value of only one of the
variants in the first three columns of table 2. That means that if we marginalize over any one column
of this table, all 50 pretrained models will have been used to initialize one model in each of the four
remaining rows.

From table 2, we can see that the most important factor affecting the classification error is the super-
vised fine-tuning, allowing to go from 43.3% down to 10.5% on the test set. The best performance
without fine-tuning was obtained with a non-linear classifier connected to all of the unsupervised
layers, but these two factors did not seem to make a big difference when fine-tuning was used.

With fine-tuning, using a non-linear classifier helped slightly (loss of a few percents), but the con-
nection to all the hidden representations seemed to hinder learning slightly, maybe because of the
large number of new parameters added.

We observe that the errors on the training, validation and test sets are really close to one another,
that is not surprising given that the learning happens on-line, with no individual example being used
twice, so overfitting is impossible.

The best results are slightly better than the ones reported in table 1, this is due to the fact that the size
of the hidden layers was also considered as a hyper-parameter, whereas it was fixed in section 3.1.

These results confirm what we observed in section 3.1 on Shapeset, regardless of the size of the
hidden representations, and of the variants (connectivity and non-linearity) of the final classifier.

3.3 Small Labeled Sets

This section presents experiments in a setting really similar to Section 3.2, with reduced Shapeset
(namely, Shapeset10k, Shapeset3k, and Shapeset1k) used as data sets. The main difference is that
only 10k (resp. 3k, 1k) different labeled examples were used during the supervised phase.

We used the same 50 pre-trained models as in Section 3.2, and used each one to initialize 8 new
supervised models (with new, randomly sampled hyperparameters), one for each setting.

The distributions used for sampling the L1 penalty coefficient and the size of the classifier’s hidden
layer (if applicable) were also the same (the drawn samples were not). The supervised learning rate
was, this time, sampled between 1.22 · 10−4 and 0.125.

During the supervised phase, we iterated a maximum of 500 times through the training set, meaning
4M (resp. 1.5M, 500k) example presentations.

Table 3 shows the obtained results, while Figure 2 summarizes the main comparative findings. Here
again, the supervised fine-tuning consistently achieved the best results, but the difference is far less
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Table 3: Classification error (percentage) in different settings, on reduced Shapeset (10k, 3k, 1k)

Sup.
fine-t.

Sup.
classifier

Classifier
input

10k 3k 1k
Train. Test Train. Test Train. Test

No Linear Last 66.8 71.9 54.2 74.3 67.2 76.0
No Linear All 59.6 72.3 57.3 73.9 57.3 76.0
No Non-linear Last 63.7 70.2 48.4 70.6 68.7 75.3
No Non-linear All 16.9 69.1 56.9 71.9 56.5 75.0
Yes Linear Last 33.3 66.7 58.7 71.0 0.0 75.5
Yes Linear All 0.0 68.6 26.1 72.0 2.8 75.1
Yes Non-linear Last 0.0 65.2 59.1 69.8 49.7 73.2
Yes Non-linear All 0.0 66.1 0.0 71.7 64.6 74.4

impressive when the number of supervised samples is smaller (those differences are still statistically
significant).

Even when the number of labeled samples is small (1000), both with respect to the number of unla-
beled samples, and with respect to the network’s size, fine-tuning brings a measurable improvement.
Contrarily to what could be expected, in that case, fine-tuning does not lead to overfitting, but im-
proves generalization performance.
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Figure 2: Best results on Shapeset (large labeled set, up to 25M examples) and reduced Shapeset
(small labeled sets, 1k to 10k examples), with and without supervised fine-tuning. The improvement
brought by supervised fine-tuning is drastic for the large labeled set.

4 Conclusion

Unsupervised deep learning algorithms have been proposed as ways to learn new representations
from which it is easier to disentangle the underlying explanatory factors in the data, such as the object
class associated with an input image. Indeed, as shown in previous work [11], deeper architectures
(and higher/deeper layers) can yield better features, in the sense of yielding to better classification
error, and also in the sense that some of the learned features can be more invariant to some of
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the factors of variation in the input [25]. It would be really useful if these features learned in a
purely unsupervised way were sufficient to achieve optimal classification performance when fed to
a classifier, and did a good job at capturing the invariances and disentangling the underlying factors
of variation.

However, we found that supervised fine-tuning can still improve these features considerably (with
respect to a particular classification task), especially when the number of labeled examples is large,
as shown in the experiments presented here. This is particularly relevant for the kind of huge datasets
that are more and more being constructed from web data (e.g. from images, videos, or web pages).
That effect is not as powerful, but still present, even when the number of labeled samples is quite
small.

An interesting hypothesis that this research suggests is that the current unsupervised learning al-
gorithms for deep architectures are not yet able to disentangle sufficiently well the underlying ex-
planatory factors of variation (if they were, then classification would be trivial from these features).
Maybe this is not surprising, given that none of the current unsupervised deep learning algorithms
are explicitly geared towards doing this disentangling job.
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