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Abstract

This paper presents a model of primary and secondary visual cortex based on
a multinomial multilayer belief net. Multinomial variables are exploited for (1)
modeling the nested feature representation in visual cortex by hypercolumns (fea-
ture spaces) composed of dozens of minicolumns (individual features), (2) en-
forcing sparsity of activation for efficient representations, and (3) reproducing the
physiological phenomena called normalization. In a simulation using a three-layer
network trained with natural image patches, the second-layer units had properties
similar to V1 simple cells in the shape of receptive fields like Gabor filters, the dis-
tributions of spatial frequencies, bandwidths, and aspect ratios, and the response
property of cross-orientation suppression. Moreover, the third-layer units were
similar to V2 cells with receptive fields combining similar orientations and had
the distributions of orientation differences compatible with known experimental
data.

1 Introduction

Recently, several investigators have focused on Bayesian networks or belief nets [1] for modeling
mammalian visual cortex; some have explained known neurophysiological properties [2, 3, 4, 5] and
others have proposed neuroanatomically plausible circuit implementations [2, 6, 7] . While these
attempts have given some valuable insights, it is not yet clear how far this line of modeling can be
extended to capture the computation carried out in visual cortex.

In this work, we use a multinomial multilayer belief net for modeling V1 and V2. In the multinomial
setting, each variable has (finite) multiple states and the conditional probabilities are defined in terms
of Softmax function. While binary belief nets are more popular, the reasons for using multinomial
variables are threefold:

1. In this setting, each multinomial variable combines a set of features that are related to each
other, or in other words represents a feature space. This nested feature representation mim-
ics the hypercolumn and minicolumn structures known in visual cortex; a minicolumn is a
set of vertically organized neurons with similar functions (visual features) and a hypercol-
umn is a cluster of dozens of minicolumns that have different but closely related functions
[8, 9].

2. Since each variable has many possible states, the activation of each state is necessarily
sparse. As known well, sparsity ensures learning of efficient representations of inputs and in
particular lead to Gabor-filter-like bases from natural images [10], which was also observed
in our multinomial network, as discussed below.

3. Since each variable represents a probability distribution over a set of multiple features, the
activation rate of a state (individual feature) is reduced when an optimal stimulus is overlaid
with a non-optimal stimulus. Such phenomenon is also well known in visual cortex and
called divisive normalization [11].
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We constructed a three-layer network and trained it with natural image patches by using a straight-
forward extension of an existing learning method [12] to multinomial variables. As a result, the
second-layer learned Gabor-filter-like basis representations similar to the receptive fields of V1 sim-
ple cells [13]; a quantitative analysis showed that the distributions of spatial frequencies, bandwidths,
and aspect ratios were compatible with experimental data [14, 15]. Moreover, virtually all units had
the response property called cross-orientation suppression [16], an example of divisive normaliza-
tion. In addition, the third-layer learned representations of combinations of similar orientations,
resembling V2 cells; quantitatively, the distributions of differences between combined orientations
were also compatible to experimental data [17].

A closely related model of V2 was proposed based on a sparse deep belief net [4]. In their setting,
a stack of two restricted Boltzmann machines with binary variables was used and sparsity was ex-
plicitly enforced while the network was trained. The properties of the upper layer was then shown
to have a good match with a set of experimental data on V2 [18] different from the one we used.
However, no comparison of the properties of the lower layer with V1 was presented. Also, it is
not clear if divisive normalization can be reproduced in their binary setting since there is no direct
suppressive interaction among different features.

2 Multinomial multilayer belief net

2.1 Structure

We consider a belief net consisting of a set X of finite discrete variables; we divide X into two
disjoint sets, visible nodes V and hidden nodes H, where visible nodes have no child. For a given
node X , we write st(X), pa(X), and ch(X) for the set of the states, the set of the parent nodes, and
the set of the children, respectively. As usual, it is stipulated that the joint distribution of all variables
can be factorized to the product of local conditional probabilities P(X|pa(X)) of each variable X
given its parents:

P(X) =
∏

X∈X

P(X|pa(X)) (1)

Since a direct representation of the conditional probability table (CPT) P(X|pa(X)) of each visible
node requires an exponential size in the number of the parents, we adopt a common parametric
representation using Softmax function. That is, for each variable X and each of its parents U , we
assume weights wx,u of real values indexed by a state x ∈ st(X) and a state u ∈ st(U). Then,
the following defines the probability of a variable X to have state x provided that its parent nodes
pa(X) = {U1, . . . , Up} have states u1, . . . , up:

P(x|u1, . . . , up) =
exp(

∑p
j=1 wx,uj )∑

x′∈st(X) exp(
∑p

j=1 wx′,uj
)

(2)

This can intuitively be understood as follows. The right-hand side aims at expressing the linear
summation of the weights wx,uj

between the “active” states x and uj ; in order to form a probability,
however, the sum is further exponentiated and normalized over all possible states of X . Note that
equation (2) ensures the prior P (U) of a root node (i.e., a node with no parent) to be uniform. From
now on, we denote by w the vector of all the weights given to the entire network, and since a condi-
tional distribution P(X|pa(X)) depends on the weights, we will instead write P(X|pa(X),w).

2.2 Unsupervised learning

For a multinomial multilayer belief net, we use the unsupervised learning method described below.
The method is a straightforward extension of the well-known method for binary belief nets [12] to
the multinomial setting.

Assume that inputs that will be given to the visible nodes V follow an external probability distri-
bution P∗(V). The learning aims at searching for a generative model reflecting the distribution
of input data as precisely as possible. Thus, the objective function is the expected log likelihood
E∗[log P(V|w)], where E∗[·] denotes the expectation taken under the external distribution P∗. The
learning algorithm is a stochastic gradient method on it and iterates the following steps.
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Inference Take a random sample v̂ from the distribution P∗(V); then, take a random sample ĥ from
the posterior distribution P(H|v̂,w) by using Gibbs-sampling [19]. Note that a complete
configuration for all variables is thus given. We repeat this process several times.

Update For each pair of a node X ∈ X and each of its parents U ∈ pa(X), update the weights
wx,u between their states x ∈ st(X) and u ∈ st(U) by the update rule

∆wx,u ∝ 〈δu,û(δx,x̂ − P(x|û1, . . . , ûp))〉x̂,û (3)

where δ·,· is Kronecker’s delta and 〈·〉x̂,û is the average over the samples taken in the
inference step.

Note that if we restrict ourselves to binary variables, the learning algorithm is exactly the same as
the one in [12]. Also, a similar generalization to multinomial variables can be found in the setting
of restricted Boltzmann machines [20].

3 Simulation

3.1 Network architecture

For simulation, we employed the three-layer belief net illustrated in Figure 1 mimicking early visual
cortex.

Layer 0 The bottom layer, called layer 0, has 16× 16 visible nodes that are arranged rectangularly.
All nodes are binary and have “off” and “on” states. Inputs of image patches will be given
to this layer.

Layer 1 The middle layer, called layer 1, has 4×4 nodes that are also arranged rectangularly. Each
node has 50 states. Each layer 1 node is connected to a set of 8× 8 layer 0 nodes such that
two adjacent layer 1 nodes have an overlapping set of subordinate layer 0 nodes; side-by-
side adjacent ones have 8×4 or 4×8 overlapping nodes and diagonally adjacent ones have
4 × 4 overlapping nodes. This layer will be compared to V1 simple cells.

Layer 2 The top layer, called layer 2, has 4 nodes, where each node has 25 states. Each layer 2
node is connected to all layer 1 nodes. This layer will be compared to V2 cells.

If we define the receptive field region of a node in layer 1 or 2 as the set of layer 0 nodes reachable
only by top-down connections, then all layer 2 nodes have the same receptive field regions (the
whole visual field) while the layer 1 nodes have partially overlapping ones (altogether covering the
whole visual field).

Since, in our setting, it is a state rather than a variable that represents each feature, we call in the
sequel a state a unit and a variable gathering such units a hyperunit. The biological intuition is that
a unit represents a minicolumn and a hyperunit represents a hypercolumn.

3.2 Materials and methods

As inputs, we used the dataset of natural images provided by Olshausen1. The images were pro-
cessed with a whitening and low-pass filter as prescribed in [10]. Also, the pixel intensities were
transformed with a sigmoid function in order for the values to fit in the range [0, 1].

In each learning cycle, we extracted a 16 × 16 patch from a random position in an image, skipping
those with variances less than 0.1 for speeding up learning. Then, we gave the pixel intensities in
the image patch to the visible nodes. In order to bridge the gap between binary states of visible
nodes and continuous pixel intensities, we set the state of each visible node to 1 according to the
pixel intensity taken as a probability, e.g., for intensity 0.2, the state was set to 1 with probability
0.2. In the inference step of learning, we discarded the first 20 sets of samples assuming that the
Gibbs-sampling had not converged well and then used the next 20 sets of samples to calculate the
weight changes. We updated the actual weights after every 500 cycles of this process.

1Available through http://redwood.berkeley.edu/bruno/sparsenet/.
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Figure 1: The architecture of the multinomial belief net used in the simulation. Layer 0 has 16× 16
binary nodes. Layer 1 has 4 × 4 nodes (hyperunits, each depicted as a square subregion) each with
50 states (units, each depicted as a circle in the side box). Layer 2 has 4 nodes each with 25 states.
Layer 2 nodes are connected to all layer 1 nodes, while layer 1 nodes are connected to overlapping
sets of layer 0 nodes.

As usual, we employed a layer-by-layer learning. That is, after initializing the network (setting all
weights to small random numbers between 0 and 0.01), we first let layer 1 learn alone and, after it
settled, let layer 2 start to learn. This can be achieved by using two separate learning rates α1 and
α2 for layer 1 and layer 2, respectively; we set α1 to zero and α2 to non-zero in the first phase and
α1 to non-zero and α2 to zero in the second phase. We used 0.002 for the non-zero learning rate.
The result shown below was obtained by taking about 20M cycles in the first phase and over 100M
cycles in the second phase.

3.3 Layer 1 compared to V1 simple cells

Basis representations Figure 2 shows a part of the basis images represented in layer 1. Each
block corresponds to a layer 1 hyperunit and consists of 50 image patches corresponding to the units
of the hyperunit. Each image patch displays the weights between a layer 1 unit u and the “on”
states of its subordinate layer 0 nodes. Since each layer 1 unit is connected to 8 × 8 layer 0 nodes,
the basis image has 8 × 8 pixels. Only the basis images for the units of four hyperunits are shown
(200 units out of a total of 800 units); the remainder are quite similar. We can see that the basis
images resemble Gabor filters and have variety in position, orientation, spatial frequency, phase, and
bandwidth; this result is qualitatively similar to typical receptive fields of V1 simple cells [21, 13]2.

Quantitative analysis The basis images fit well with the Gabor function

G(x, y;x0, y0, A, σx, σy, θ, f, φ) = A exp
(

x′2

2σ2
x

+
y′2

2σ2
y

)
cos (2πfx′ + φ)

2Note that these basis images show only the weights in the generative model and therefore do not directly
represent the “receptive fields.” In principle, the receptive fields should be obtained by a “cross-correlation”
technique or the like, though we did not undertake such procedure, assuming that the weights and the receptive
fields should be sufficiently similar.
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Figure 2: Learned basis images represented in layer 1.

where x′ = (x − x0) cos θ + (y − y0) sin θ and y′ = −(x − x0) sin θ + (y − y0) cos θ. We pooled
these parameters from the fitting with all basis images and also calculated the aspect ratios σy/σx

and the spatial frequency bandwidth log2((σxf +
√

ln 2/2)/(σyf −
√

ln 2/2)). Figure 3 illustrates
the orientations (θ) and positions (x0, y0) of all layer 1 units, indicating the broad variety in these
quantities; the clustering of the positions in the center suggests that the filters are well within the
image patch.

Figure 4 shows the distributions of the spatial frequencies (f ), the aspect ratios, the lengths (σy), and
the spatial frequency bandwidths. The figure also shows in a side-by-side manner replots of known
experimental data, namely the distributions of the peak spatial frequencies of “foveal X cells” [14,
Fig.6], of the spatial frequency bandwidths of “foveal X cells” [14, Fig.5], of the “space constant in
height dimension” [15, Fig.4a], and of the “ratio of height/center size” [15, Fig.6a]. Since the spatial
frequencies, the aspect ratios, and the lengths cannot directly be compared, the x-axes of these
data are scaled by 15 (pixel/degree), 0.4, and 4 (arcmin/pixel), respectively, for comparing only the
shapes of the distributions.3. We can see that the distributions of spatial frequencies, bandwidths,
and aspect ratios have similar shapes in both data; in particular, the similarity for bandwidths is
noteworthy (with the peak at 1.2). The distribution of length is much peakier in the simulation than
the experiment; this lack of variety in length could be because the size of the image patch was rather
small in the current simulation. A similar comparison has been reported for the output of a linear
independent component analysis on natural images [22], though our result has much more variety in
spatial frequencies (which is not surprising since our model allows an overcomplete representation
while they do not).

Cross-orientation suppression Divisive normalization is a well known phenomenon in visual
cortex in which many cells reduce their responses when an optimal stimulus is superimposed with
a non-optimal stimulus [11]. A typical example is cross-orientation suppression [16], where the
response to a grating drops when another grating with a different orientation is overlaid, i.e., a plaid.

This behavior can easily be explained in our model since units are grouped together into one hyper-
unit, i.e., a multinomial variable. That is, consider two units, s1 and s2, of a hyperunit that represent
different features. Then, if the optimal stimulus for s1 is presented alone, only s1 would be acti-
vated. However, if the optimal stimuli for both are presented simultaneously, both s1 and s2 would
be activated, in which case the probability of s1 being activated would be halved.

Indeed, the simulation robustly reproduced cross-orientation suppression. Figure 5 shows the re-
sponses of 10 exemplar layer 1 units to a sinusoidal grating with a varied orientation (and the optimal
phases and spatial frequencies) and the responses to a plaid composed of an optimal grating and a
mask grating with a varied orientation (and the optimal phase and the same spatial frequency as the
first grating); the former is called the excitatory orientation tuning curve and the latter the mask ori-

3These scalings were chosen manually so that the distributions look alike from human eyes. In principle, a
more rigorous procedure should be taken for measuring quantitatively how close these distributions are.
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Figure 3: The orientations and positions (within the image patch) of all layer 1 units.
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Figure 4: The distributions of the spatial frequencies, spatial frequency bandwidths, aspect ratios,
and lengths of all layer 1 units, in comparison with known experimental data (see text). Blue:
simulation, red: experiment.

entation tuning curve. Here, the response of a unit is defined as the probability that the unit is chosen
in the set of 1000 samples taken in the inference step of learning as described in Section 2.2 (the
weights are not updated in this case). As can be seen in the figure, the mask orientation tuning curve
of each unit has a peak at a similar orientation to the excitatory orientation tuning curve, though the
extent of suppression varies from units to units. Virtually all layer 1 units had such property.

3.4 Layer 2 compared to V2 cells

Basis representations Figure 6 shows the representations of six typical layer 2 units. Each is com-
posed of sixteen subregions corresponding to the sixteen layer 1 hyperunits. Recall that the layer
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Figure 5: The cross-orientation suppression response properties of 10 layer 1 units. The broken line
shows the excitatory orientation tuning curve and the solid line shows the mask orientation tuning
curve. Abscissa: orientation in degree, ordinate: response.

1 hyperunits have different but overlapping receptive field regions. Each subregion displays line
segments representing the orientations of the units of the layer 1 hyperunit, where the orientations
estimated from the Gabor fitting are used and the length of each line segment indicates the normal-
ized weight (by Softmax function) between the layer 2 unit and the layer 1 unit. As one can easily
see, each layer 2 unit combines similar orientations. However, a closer look reveals that some of the
combined orientations are slightly or largely different. Thus, the representations of such units look
like a contour (e) or an acute angle (f). Such property is qualitatively similar to V2 cells [17, 18].

Quantitative analysis We analyzed quantitatively the extent of similarities of the combined ori-
entations. For each layer 2 unit, we calculated (1) the maximum orientation differences and (2) all
the pairwise orientation differences. More precisely, for each layer 2 unit, we first pooled all the ori-
entations of the layer 1 units connected from the layer 2 unit with a normalized connection weight
larger than 0.17; at most two units with maximum normalized weights were taken into account for
each layer 1 hyperunit (subregion). Then, the maximum orientation difference of the layer 2 unit
was defined as the largest among the differences between the orientations pooled for the layer 2
units. Figure 7(left) shows the distribution of the maximum orientation differences for all layer 2
units, with an analogous distribution reported on V2 cells [17]. Both distributions have a prominent
peak at 0 degree and have significant numbers of cells that have maximum orientation differences
far from zero. However, the experimental data has clear but weaker peaks at ±90 degrees, which are
not present in the simulation.

Further, we categorized the layer 2 units into those with the maximum orientation differences within
±30 degrees (uniform) and the rest (non-uniform); 66% of the units were categorized as uniform and
34% as non-uniform. Figure 7(right) shows the distribution of the differences between all pairs of the
orientations pooled for the non-uniform units, with an analogous data from the same experimental
paper [17]. Again, both distributions have a prominent peak at 0 degree and significant numbers of
orientation differences far from zero; the experimental data has weaker peaks around ±90 degrees,
which are not present in the simulation.

4 Discussion

In this paper, we have shown that, by training a multinomial three-layer belief net with natural
images, we can reproduce properties qualitatively and quantitatively similar to known physiological
data on V1 simple cells and V2 cells. In particular, the use of multinomial variables led to a sparse
representation of inputs as Gabor filters emerged in layer 1 and the divisive normalization behavior
such as cross-orientation suppression.

The present work is only a first step toward a more extended model of visual cortex. At this moment,
conspicuously missing is a layer corresponding to V1 complex cells. Our current guess is that their
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Figure 6: The learned basis representations of exemplar layer 2 units (see text).
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Figure 7: The distributions of the maximum orientation differences for all the layer 2 units (left) and
of all the pairwise orientation differences for all the non-uniform units (right). Blue: simulation,
red: experiment.

computational role is to learn temporally coherent invariances from the outputs from V1 simple cells
and thus to make the learning in V2 robust. Once such mechanism is incorporated, the obvious next
target would be V4. However, the biggest issue in this direction is the speed of the learning algorithm
(about a week of learning was needed for obtaining the shown result), for which we should consider
existing approximation techniques like contrast divergence [23].
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[7] Florian Röhrbein, Julian Eggert, and Edgar Körner. A cortex-inspired neural-symbolic network
for knowledge representation. In Proceedings of the IJCAI Workshop on Neural-Symbolic
Learning and Reasoning, 2007.

[8] Vernon B. Mountcastle. The columnar organization of the neocortex. Brain, 120:701–722,
1997.

[9] Daniel P. Buxhoeveden and Manuel F. Casanova. The minicolumn hypothesis in neuroscience.
Brain, 125(5):935–951, 2002.

[10] Bruno A. Olshausen and David J. Field. Sparse coding with an overcomplete basis set: A
strategy employed by V1? Vision Research, 37(23):3311–3325, 2003.

[11] David J. Heeger. Normalization of cell responses in cat striate cortex. Visual Neuroscience,
9:181–197, 1992.

[12] Radford M. Neal. Connectionist learning of belief networks. Artificial Intelligence, 56(1):71–
113, 1992.

[13] J. P. Jones and L. A. Palmer. An evaluation of the two-dimensional Gabor filter model of simple
receptive fields in cat striate cortex. Journal of Neurophysiology, 58(6):1233–1258, 1987.

[14] R. L. DeValois, D. G. Albrecht, and L. G. Thorell. Spatial frequency selectivity of cells in
macaque visual cortex. Vision Research, 22:545–559, 1982.

[15] A. J. Parker and M. J. Hawken. Two-dimensional spatial structure of receptive fields in monkey
striate cortex. Journal of Optical Society America, A(5):598–605, 1988.

[16] A. B. Bonds. Role of inhibition in the specification of orientation selectivity of cells in the cat
striate cortex. Visual Neuroscience, 2:41–55, 1989.

[17] Akiyuki Anzai, Xinmiao Peng, and David C. Van Essen. Neurons in monkey visual area V2
encode combinations of orientations. Nature Neuroscience, 10:1313–1321, 2007.

[18] Minami Ito and Hidehiko Komatsu. Representation of angles embedded within contour stimuli
in area V2 of macaque monkeys. The Journal of Neuroscience, 24(13):3313–3324, 2004.

[19] Christopher M. Bishop. Pattern Recognition and Machine Learning. Springer, 2006.
[20] Ruslan Salakhutdinov, Andriy Mnih, and Geoffrey Hinton. Restricted Boltzmann machines

for collaborative filtering. In the 24th international conference on Machine learning, pages
791–798, 2007.

[21] D. H. Hubel and T. N. Wiesel. Receptive fields and functional architecture of monkey striate
cortex. Journal of Physiology, 195:215–243, 1968.

[22] J. H. van Hateren and A. van der Schaaf. Independent component filters of natural images
compared with simple cells in primary visual cortex. Proceedings of the Royal Society B:
Biological Sciences, 265(1394):359–366, 1998.

[23] Geoffrey E. Hinton. Training products of experts by minimizing contrastive divergence. Neural
Computation, 14(8):1771–1800, 2002.

9


