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Abstract

In this work we introduce the spike and slab RBM. The model is characterized
by having both a real valued vector: the slab, and a binary variable: the spike,
associated with each unit in the hidden layer. The spike and slab RBM possesses
some practical properties such as being amenable to Block Gibbs sampling as
well as being capable of generating similar latent representations of the data to the
recently introduced mcRBM. We also use the spike and slab RBM to argue that
in the context of latent variable models, the emphasis placed on explicit modeling
of covariance versus explicit models of the predicted mean may be somewhat
misplaced.

1 Introduction

One of the most popular deep learning models is the deep belief network (DBN) [5], which has been
shown to achieve state-of-the-art performance on a number of challenging vision tasks [7, 16, 4].
The success of the DBN hinges on a rather unique training strategy of initializing the DBN by
stacking a series of two-layer restricted Boltzmann machines (RBMs). Crucially, these restricted
Boltzmann machines are pre-trained in an unsupervised maximum likelihood paradigm with the first
layer RBM trained to maximize the likelihood of the data and subsequent (higher) RBMs trained
to maximize the likelihood of the latent representation of the preceding (lower) RBMs. With the
success of this training strategy, RBMs have become one of the fundamental building blocks of deep
learning methods; however, due in part to their tractable inference and learning properties, RBMs
are also of interest as models in their own right [6, 9, 15, 18, 17, 2, 3].

The RBM is a type of Markov random field with a bipartite graph structure that divides the model
variables into two layers: the visible layer consisting of binary variables representing the data, and
the hidden layer consisting of the latent binary variables. The bipartite structure excludes connec-
tions between the variates (or units) within each layer and allows efficient sampling from the model
via block Gibbs sampling, alternating between the dual conditionals P (visible layer|hidden layer)
and P (hidden layer|visible layer). The ability to sample simply and efficiently from the RBM
forms the basis for effective learning algorithms such as contrastive divergence [1] and stochastic
maximum likelihood (also called persistent contrastive divergence) [20, 19].

While the RBM continues to be a popular choice as a model for a wide range of data domains, they
have not, until recently, been particularly successfully adapted to modeling real-valued multivariate
data as found in the natural image domain. The standard approach has been to use the so-called
Gaussian RBM (GRBM): defined such that the conditional distribution of the visible layer given
the hidden layer is Gaussian while the hidden units are assumed to be binary (with corresponding
conditionally-independent Bernoulli distributions). The hidden layers are used to predict the mean
intensity of the Gaussian distributed visible layer, in such a way that the GRBM can be viewed as a
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Gaussian mixture model with a number of components that is exponential in the number of hidden
units, while the number of parameters is remains linear in the number of hidden units.

Recently Ranzato and Hinton [13] offered the interpretation that the problem with models such as
the Gaussian RBM is that they dedicate all of the model capacity to predicting the mean of the
conditional distribution at the expense of not modeling the conditional covariance. To address this
failing of the GRBM, they introduced the mcRBM that includes hidden units dedicated to explicitly
modeling the covariance of the units within the hidden layer.

We hold a somewhat different perspective on the problem that GRBMs have modeling natural im-
age data. We do not draw such a clear distinction between modeling the mean and modeling the
covariance. Consider a standard Gaussian factor model with a Gaussian distributed latent vector,
x ∈ RN , and a Gaussian conditional distribution over the observations, y ∈ RD, given the latent
variable, i.e. x ∼ N (0,Σx) and y ∼ N (Wx, σyI), where W is a matrix (D × N ) of weights. We
see that variation in a single element xi reflects covariance within the observation vector along the
range of W:,i. Indeed if we were to marginalize out the latent variables we would be left with the
marginal distribution over the observation vector as y ∼ N (0, σyI + WΣxW

T ) where the weights
that once parametrized the prediction of the observation mean now serve to parametrize the marginal
covariance. We suggest that the failure of the GRBM to adequately capture the structure apparent
in natural images stems from the binary nature of the hidden layer variables. Binary hidden layer
variables lack the kind of representational flexibility necessary to model directions of covariance of
the visible layer units.

It is from these considerations that we arrive at the spike and slab RBM (ssRBM). Like many RBM
variants, the spike and slab RBM is restricted to a bipartite graph structure between two types of
nodes. The visible layer units are modeled as real valued variables as is standard in the GRBM
approach. Where our model departs from other similar methods is in the definition of the hidden
layer latent variables. We model these as the element-wise product of a real valued vector (or scalar
in the case of no pooling) with a binary variable. We call this model the spike and slab RBM due to
the combination of a binary “spike” variable and the real vector valued “slab”. The name is inspired
from terminology in use in the statistics literature [8]. The term spike and slab refers to a type of
model prior that consists of a mixture between two components, the spike: a discrete probability
mass at zero, and the slab: a probability density (typically uniformly distributed) over a continuous
domain. As we shall see our combination of the product of a binary, {0, 1}, variable with the real
valued vector fits naturally within the spike and slab paradigm.

In this paper we show how the introduction of the “slab” variable to what is otherwise a GRBM
dramatically affects the models inductive bias and, in so doing, melts away the distinction between
modeling the mean and modeling the covariance of natural images.

2 Previous Work: The Mean and Covariance RBM

There exist a number of papers that aim to address the issue of modeling natural images in the RBM
context (e.g. [12]); however in this section we will focus on the mcRBM as one recently introduced
and particularly successful approach to modeling natural images. The mcRBM [13] is a restricted
Boltzmann machine designed to explicitly model both the mean and covariance of elements of the
input or visible layer. The mcRBM combines a variant of the earlier cRBM model [14] with the
“mean” modeling GRBM model.

Let the number of hidden units be N : h ∈ {0, 1}N , and the dimensionality of the visible vector be
D: v ∈ RD. The cRBM model is defined via the energy function:

Ec(v, hc) = −1
2

N∑
i=1

K∑
k=1

Pkih
c
i

(
vTC:,k

)2 − N∑
i=1

bcih
c
i (1)
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Defining the energy function in this way allows one to derive the pair of conditionals for h and v
respectively as:

P (hc
i = 1 | v) = sigmoid

(
1
2

K∑
k=1

Pkih
c
i

(
vTC:,k

)2 − bci
)
, (2)

p(v | hc) = N
(

0,
(
Cdiag(Phc)CT

)−1
)
, (3)

where N (µ,Σ) denotes a multivariate Gaussian with mean µ and covariance Σ, and diag(v) is the
diagonal matrix with vector v in its diagonal. That is, the conditional Gaussian distribution possess
a non-diagonal covariance.

The mcRBM combines a GRBM with a cRBM such that there are two kinds of hidden units, mean
units hm and covariance units hc. The combined energy function of the mcRBM is given by the
energy function:

E(v, hc, hm) = −1
2

N∑
i=1

K∑
k=1

Pkih
c
i

(
vT

‖v‖
C:,k

‖Cf‖

)2

−
N∑

i=1

bcih
c
i +

1
2
vT v−

M∑
j=1

vTW:,jh
m
j −

M∑
j=1

bmj h
m
j

(4)
Note that the mcRBM is not entirely equivalent to the combination of a cRBM and a GRBM. The
mcRBM includes a normalization of both the C weight matrix and the visible vector. This is done
to increase the robustness of the model to large variations in contrast of the input image.

As a consequence of the non-diagonal covariance in equation 3, the mcRBM, like the cRBM, is
not amenable to the kind of block Gibbs sampling available to more standard RBMs (because a
large matrix inversion would be required for each Gibbs step). As a result, in both training and
inference, samples are drawn from the model using hybrid Monte Carlo (HMC) [11]. As an MCMC
sampler, HMC has been shown to be very effective for some problems, but it suffers from a relatively
large number of hyperparameters that must be tuned to yield well-mixing samples from the target
distribution.

3 Spike and Slab RBM

In defining the spike and slab RBM (ssRBM), we again specify the number of hidden units to be N ,
and the dimensionality of the visible vector to be D: v ∈ RD. The ith hidden unit is associated with
a binary spike variable hi ∈ {0, 1} and a real valued vector si ∈ RK 1.

We will consider a joint probability distribution over v, s = [s1, . . . , sN ] and h = [hi, . . . , hN ] of
the form:

p(v, s, h) =
1
Z

exp {−E(v, s, h)} I(v) (5)

where, Z is the partition function that assures that p(v, s, h) is normalized and I(v) represents a
distribution in v that is uniform over a ball radius R, centered at the origin, that contains all the
training data, i.e. R > max ‖v‖2. The region of the visible layer space outside the ball has zero
probability under the model. This restriction to a finite domain is to ensure that the partition function
Z is guaranteed to remain finite.

The energy function, corresponding to a single example v is given by

E(v, s, h) = −
N∑

i=1

vTWisihi +
1
2

N∑
i=1

sT
i αisi +

1
2
vT Λv −

N∑
i=1

bihi (6)

where Wi refers to the ith weight matrix of size D × K, the bi are the bias associated with each
of the spike variables hi, and αi and Λ are diagonal matrices that penalize large values of ‖si‖22
and ‖v‖22 respectively. We can think of the distribution presented in equations 5 and 6, as being
associated with the bipartite graph structure of the RBM with the distinction that the hidden layer
is composed of units consisting of the product of the real-valued vectors si and binary hi. With the

1It is perhaps more natural to consider a scalar si, i.e. K = 1; however generalizing to vector valued si

allows us to naturally implement a form of pooling analogous to that used in [13].
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joint distribution thus defined, we now turn to deriving the set of conditional distributions p(v | s, h),
p(s | v, h), P (h | v) and P (v | h) .

Before getting into the details of the conditionals it is important to note that the strategy we adopt
is to derive the conditionals neglecting the I(v) factor, then during sampling we can correct for
the omission via rejection sampling. This turns out to be very efficient as the expected number of
rejections is very low as we will discuss later in section 4.

Consider the conditional distribution p(v | s, h):

p(v | s, h) =
1

p(s, h)
1
Z

exp

{
N∑

i=1

vTWisihi −
1
2

N∑
i=1

sT
i αisi −

1
2
vT Λv +

N∑
i=1

bihi

}

= exp

−1
2

(
v − Λ−1

N∑
i=1

Wisihi

)T

Λ

(
v − Λ−1

N∑
i=1

Wisihi

) 1
p(s, h)

1
Z ′

= N

(
Λ−1

N∑
i=1

Wisihi , Λ−1

)

By isolating all terms involving v, the remaining terms are constant with respect to v and therefore
the conditional distribution p(v | s, h) has the form of a simple Gaussian distribution. Since the
off-diagonal terms of the covariance are all zero, sampling from this Gaussian is straightforward,
even for fairly large values of D.

So given the values of s and h, we can sample elements of v independently, opening the door to
straightforward Gibbs sampling with no need for hybrid Monte Carlo. It is instructive to consider
what happens if we do not assume we know s, in other words to consider the form of the distribution
p(v | h), where we marginalize out s:

p(v | h) =
1

P (h)
1
Z

∫
exp

{
N∑

i=1

vTWisihi −
1
2

N∑
i=1

sT
i αisi −

1
2
vT Λv +

N∑
i=1

bihi

}
ds

=
1

P (h)
1
Z

exp

{
−1

2
vT

(
Λ−

N∑
i=1

hiWiα
−1
i WT

i

)
v

}(
(2π)NK

N∏
i=1

det
(
α−1

i

))1/2

= N

0 ,

(
Λ−

N∑
i=1

hiWiα
−1
i WT

i

)−1


By marginalizing over the “slab” variates, s, the visible vector v remains Gaussian distributed, but
critically the covariance matrix is no longer diagonal. As such, like for the mcRBM, sampling from
p(v | h) is potentially computationally intensive for large v as it would require a matrix inverse for
every weight update. Fortunately, we do not need to sample from p(v | h).

We now turn to considering the conditional p(si | v, h). The strategy is to isolate the term involving
si and consider the rest as part of the normalization constant. As was the case with p(v | s, h), the
conditional p(s | v, h) turns out to be Gaussian distributed:

p(s | v, h) =
N∏

i=1

N
(
hiα
−1
i WT

i v , α
−1
i

)
(7)

Here again, we see that the conditional distribution over s given v and h possess a diagonal covari-
ance enabling simple and efficient sampling of s from the conditional distribution.

Thus far, we know that we have an efficient way to sample p(s | v, h) and p(v | s, h) and that
an equivalent efficient sampling scheme for p(v | h) is not readily available. If we can efficiently
sample from p(h | v), then that would suggest a block-Gibbs sampling scheme where we iterate
through the sequence P (h | v), p(s | v, h) and finally we generate our next sample of v from the
conditional p(v | s, h).
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Similar to p(v | h), the distribution p(h | v) is derived by marginalizing out the s:

P (hi = 1 | v) =
1
p(v)

1
Zi

∫
exp

{
N∑

i=1

vTWisihi −
1
2

N∑
i=1

sT
i αisi −

1
2
vT Λv +

N∑
i=1

bihi

}
ds

=
1
p(v)

1
Z ′i

exp
{

1
2
hi v

TWiα
−1
i WT

i v + bihi

}(
(2π)K det

(
α−1

i

))1/2

= sigmoid
(

1
2
vTWiα

−1
i WT

i v − bi
)

(8)

The first thing to note about equation 8 is that the distribution over h given v factorizes over the
elements of h, making this conditional amenable for use within a block-Gibbs sampling approach
to inference. The second thing to note about equation 8 is its similarity to the equivalent p(h | v)
conditional of the cRBM in equation 1. Simplifying both models to pool over a single variable
(setting the P matrix to the negative identity in the case of equation 8), both conditionals contain a
1
2 (vTW )2 term and a constant bias. Remarkably, this occurs despite the two models sharing relative
little in common at the level of the energy function.

There are nonetheless some important differences between the two models in how they model co-
variance information. The difference is probably best seen in comparing their respective equa-
tions for p(v | h): equation 7 for the ssRBM and equation 3 for the cRBM. The cRBM
parametrizes the covariance as

(
Cdiag(Phc)CT

)−1
, whereas the ssRBM parametrizes the covari-

ance as
(

Λ−
∑N

i=1 hiWiα
−1
i WT

i

)−1

. The cRBM latent variables use their activation to maintain
constraints, turning off to allow variance in the direction of the corresponding weight vector. The
spike and slab hi variables use their activation to pinch the precision matrix along the direction
specified by the corresponding weight vector.

4 Learning with the Spike and Slab RBM

As previously discussed, cycling through the conditionals P (h | v), p(s | h, v) and p(v | s, h) in
a block-Gibbs sampling scheme allows us to sample efficiently from the ssRBM. We can then use
these samples in a stochastic maximum likelihood algorithm (also known as persistent contrastive
divergence) [20, 19] to update the model parameters θ by following the gradient on the data likeli-
hood:

∂L

∂θ
=
〈
∂F

∂θ

〉
model

−
〈
∂F

∂θ

〉
data

(9)

Where F is the free energy. In the case of the ssRBM, the free energy is given by:

F (v) =
1
2
vT Λv − NK

2
log (2π) +

1
2

N∑
i=1

log(αi)−
N∑

i=1

log
[
1 + exp

{
1
2
vTWiα

−1
i WT

i v − bi
}]

(10)

The spike and slab model, unlike most RBM models, is not parametrized to guarantee that the model
constitutes a well defined probability model with a partition function of finite value. Rather we rely
on the learning process to stabilize the model. More specifically, we rely on the property of the
likelihood gradient to suppress samples from the model that are drawn in regions of the data space
unsupported by nearby data examples. As the model approaches instability, negative phase samples
are naturally drawn to the direction of the instability and as such act to return the model to a locally
stable region of operation. Due to this stabilizing property of learning, we do not restrict the samples
to the bounded domain I(v) during learning. Using a decreasing learning rate also helps maintain
the model in a stable region of the parameter space.

5 Experiments I: Natural image Patches

We have some preliminary results of training spike and slab RBMs from image patches. The results
demonstrate that the spike and slab RBM learns reasonable filters (consistent with previous work in
similar models), and illustrate the effect of h variables on the latent scale (s) variables.
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Figure 1: Filters learned by the unpooled spike and slab RBM when applied to PCA-whitened 8x8
color image patches.

Figure 2: Filters learned by a pooled spike and slab RBM applied to PCA-whitened 8x8 color image
patches. Pooling was done across groups of K = 3 units s, rendered here as horizontal groups of 3
units.

Figure 1 illustrates the filters learned from a large number (one million) of PCA-whitened 8x8 RGB
image patches drawn from the TinyImages dataset. PCA-whitening retained 99% of the variance
with 74 dimensions. These filters were obtained by PCD with the learning rate set to 10−4 for
20000 training iterations with a minibatch of size 128. After 20000 iterations the learning rate was
reduced in inverse proportion to the iteration number. No sparsification or regularization penalty
was applied to the activations or model parameters. The parameter α was fixed to 1.5, the bias was
initialized at -1, the weights were initialized from a zero-mean gaussian with variance 0.01.

Figure 2 illustrates the effect of pooling K = 3 scale variables s with each h. These filters were
obtained using similar hyper-parameters to those used to render Figure 1, with the following differ-
ences: The learning rate was a factor of 3 smaller, and the bias was initialized to 0 instead. Figure 3
shows that the effect of h is to completely suppress s terms that would have been small anyway.
This figure illustrates the sparsifying tendency of the spike and slab formalism.

6 Experiments II: Learning Features for Classification

To evaluate the latent variables of the ssRBM as features for object classification we adopted the
testing protocol of [13] which looked at performance on CIFAR-10. CIFAR-10 comprises 40 000
training images, 10 000 validation images, and 10 000 test images. The images are 32-by-32 pixel
RGB images. Each image is labeled with one of ten object categories (airplane, automobile, bird,
cat, deer, dog, frog, horse, ship, truck) according to the most prominent object in the image. We
produced image features from an ssRBM model trained on patches using the same procedure as [13]
- a 7-by-7 grid of (overlapping) 8-by-8 pixel patches was used to extract a 7-by-7 grid of mean-
values for h. The ssRBM had N h variables, so the concatenation of the h vectors from each grid
location yielded 49N features. We classified this feature vector using logistic regression, and we also
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Figure 3: The spike and slab effect - in green is the marginal (over a large number of images)
distribution over all si variables given hi = 1, and in blue is the marginal distribution over all sihi

products. The effect of h is to suppress small values of s, larger values of s are not supressed. The
vertical axis is a log-scaled frequency of occurrence.

experimented with backpropagating the error gradient into the ssRBM parameters and fine-tuning
this “feature extractor” as if it and the classifier together were a single neural network.

We optimized hyper-parameters for this task by drawing 200 hyper-parameter assignments randomly
from a grid, performing 50 000 and 200 000 unsupervised training iterations, measuring classifica-
tion error, and sorting all these unsupervised models by the validation set performance of the P (h|v)
feature vector. The random grid included variations in the number of unsupervised learning itera-
tions (50K, 200K), learning rate (.0003, .0001), initial Λ (10, 15, 20), number of latent h variablesN
(100, 200,400), number of pooled s variables K per h (1,2,3), initial range for W (.05, .1, .2), initial
bias on each hi (-5, -4, -3), target sparsity for each h (.05, .1, .2), weight of sparsity regularization
(0, .1, .2, .4). The initial value of α was fixed to 10.5.

The best results with and without fine-tuning of the ssRBM weight matrix are given in Table 1 along
with selected other results from the literature.

We also experimented with “mean” units as in [13] by adding sihi pairs in which the si were fixed
to 1. Reusing the best hyper-parameters selected on the basis of pre-trained P (h|v) performance, we
simply added 81 mean units and repeated the training procedure. Interestingly, as in [13] we found
that these additional mean units improved the performance of the model for classification beyond
what was found by adding additional normal (unclamped) hidden units. This result, that a hidden
layer consisting of a mix of mean and pooled units is better than either one alone, suggests that
models with heterogenous latent states (layers) represent an interesting direction for future work.
[13] also demonstrate superior classification performance by adding binary RBM layers (as in [5])
on top of the latent binary variables of the mcRBM (70.7% for two extra layers, 71.0% for five extra
layers). We expect the ssRBM to show comparable performance improvements with the addition of
higher layer features.
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Model Classification Rate (%)
mssRBM (finetuned) 69.9 ±0.9
ssRBM (finetuned) 69.2 ±0.9
mssRBM 68.7 ±0.9
mcRBM 68.2 ± 0.9
ssRBM 67.6 ±0.9
cRBM (900 factors) 64.7 ±0.9
cRBM (225 factors) 63.6 ±0.9
GRBM2 59.7 ±1.0

Table 1: The performance of the pooled and unpooled ssRBM models relative to other models in
the literature for CIFAR-10. 95% confidence intervals are given for each score assuming the official
test set size of ten thousand. The mssRBM model is an ssRBM with 81 of the s units fixed to
1. Finetuned models were trained for classification as convolutional neural networks with a single
hidden layer.

7 Discussion

In this paper we introduce a new RBM-style model we call the spike and slab RBM. We use the
model to illustrate, through the use of an additional continuous random vector, how the distinction
between modeling the mean and modeling the covariance is not so clear cut.

One interpretation of the spike and slab RBM is that we have, in effect, derived an auxiliary variable
sampling strategy for the cRBM that permits us to sample from the model using only blocked Gibbs
sampling with occasional rejections as opposed to the more complicated hybrid Monte Carlo sam-
pling scheme that requires the tuning of a number of hyperparameters to ensure efficient sampling
of the space. However, such an interpretation ignores the key difference between the models.

One difference between the ssRBM and the mcRBM that could have a significant impact on their
relative performance is that, at the hidden layer, the ssRBM in endowed with sparse real valued
representations of the data. Recent work [10] has demonstrated the importance of sparse real valued
outputs in achieving superior classification performance. Also, the mcRBM energy function also
includes a normalization of the visible vector in equation 4. We have not included any such nor-
malization in our model and, in light of the assumption that the data has been whitened, it is not
immediately clear that the ssRBM would require such a normalization.

As discussed previously, without any restriction on either the visible layer domain or the binary
hidden unit combinations, the energy of the spike and slab model is not guaranteed to be bounded
from below and consequently is not guaranteed to define a valid probability distribution. In practice
this is fairly easily dealt with by imposing either a bounded domain on v or by applying a global
penalty that is flat in the region of the training data and outside that region grows sufficiently fast
to overcome any negative growth arising from the cross term of the energy function (i.e. the term∑N

i=1 v
TWisihi). As an alternative to restricting the domain of the model in the data space, one

could use the condition that the covariance of p(v | h) must remain positive definite and reject
patterns of hidden unit activations that violate this constraint. Under the mixture model interpretation
of the RBM, this approach may be interpreted as zeroing out the mixture components that violate
the requirement that the mixture components be individually normalizable.

References
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